LEARNING FROM REJECTIONS:

AI and the Insights
Hidden in the
FDA’s Complete

Response Letters
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n July 2025, the FDA released more than two hundred Complete Response
ILetters (CRLs) covering applications submitted over the previous five years.
A second release followed in September, and with it the agency announced that
future CRLs would be published promptly after issuance. Regulators are already
using Al and sponsors need to understand how far along those efforts are and what that

means for submission readiness.

This change alters the role of CRLs. They are no longer only private letters exchanged
between the FDA and a sponsor, nor are they simply a historical archive of past rejections.
They are becoming part of the live regulatory record, visible almost as soon as decisions

are made.

In 2015, the FDA'’s Office of Public Health Strategy and Analysis analyzed 61 CRLs

issued by the FDA between August 2008-June 2013. This analysis found that safety and/

or efficacy concerns were identified in ~87% of CRLs; about half of all statements in the
CRLs referred to safety/efficacy. Additionally, the authors found the sponsor press releases
poorly reflected the FDA’s reasons. Now with the more immediate release of CRLs, there
will be a growing public record of why applications fall short. For sponsors receiving a
CRL, the effect is immediate: the reasoning behind a rejection will be publicly available
while teams are still drafting their CRL response. Sponsors should be prepared to
accurately reflect the information in the CRL and how they intend to address in real-time
in a press release.

The next question is what these letters actually say, and whether their lessons can be used
in a systematic way. For drug developers, the CRL database could serve as a precedent for
developing a regulatory and development strategy to ensure success.

What CRLs Contain

A CRL is not a single-line rejection. It is a detailed explanation of why an application
cannot be approved in its current form. Some letters focus on clinical issues: gaps in trial
design, the choice of endpoints, or statistical methods that do not support the conclusions
drawn. Others highlight safety findings or questions of clinical relevance. Many address
chemistry, manufacturing, and controls — from process validation to inspection outcomes.

Recent analyses of more than 200 CRLs from 2020-2024 confirm that the majority of
deficiencies fall into just a few categories: manufacturing and CMC issues, clinical
evidence gaps, and trial design flaws. Manufacturing problems were cited in well over half
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of letters, while inadequate clinical data and design shortcomings accounted for a similarly
large share. For generic applications, failures in bioequivalence and pharmacokinetics
were frequent.

The consequence is predictable delays. Class II resubmissions — those requiring major
new data or analyses — added a median of around 13 months to approval timelines, and
sometimes years when new trials were required. Even minor issues (Class I resubmissions)
pushed approvals out by 3—-6 months. For sponsors, these delays mean lost time, higher
costs, and reputational risk.

The insight is there, but it is buried in free text, without standard formats or coding.
Reading one or two letters can be useful. Reading hundreds quickly becomes
unmanageable. The value lies in being able to move from isolated lessons to a broader

view of where applications typically falter, and that requires methods capable of working Y
at scale.

Al as the Key to Unlocking CRLs

The challenge is not finding insight in CRLs but
extracting it at scale. Each letter is free text, several
pages long, and collectively they now number

in the hundreds. Without systematic tools, it is
impossible to review them consistently.

This is where Al methods become relevant:

* Text classification can tag letters by the
type of deficiency — for example, labeling
whether the core issue was statistical, clinical,
safety-related, or manufacturing. This allows
sponsors to quantify how often certain
categories of issues appear. =

* Entity recognition can identify recurring
references to specific trial elements (such as
“single-arm design” or “progression-free
survival”) or to manufacturing requirements
(“process validation,” “stability data”), making
it possible to trace how often particular
problems are cited. &
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* Clustering and similarity analysis can group sections of text that use similar language
across letters. This shows, for example, that the agency has used nearly identical
phrasing in describing endpoint insufficiency across multiple programs.

* Comparative modeling can align the language of CRLs against the content of a
sponsor’s own draft submission to highlight areas where the FDA has previously
raised concerns. This does not predict rejection, but it directs attention to sections most
likely to trigger questions.

Early pilots in regulatory affairs have shown that Al is most useful when applied as

a filter: narrowing the focus of review, highlighting recurring language, and pointing
teams to the areas most likely to need closer attention. Natural Language Processing
(NLP) technologies are already being applied to automate the extraction and analysis of
key information from regulatory documents, helping regulatory professionals process
large volumes of clinical trial data, safety reports and submissions more efficiently. By
automatically identifying and highlighting critical sections, these systems act as intelligent
filters, directing reviewers’ attention to the most relevant content, and reducing the time
spent on manual review. These pilots have largely focused on submissions, safety reports,
and regulatory correspondence, not on CRLs specifically. But the technical challenge is the
same; making sense of large volumes of unstructured text. The methods already proven
in other regulatory settings can be applied directly to CRLs, turning a growing archive

of rejection letters into a resource that can be examined systematically. What remains
essential is expert interpretation. A finding that prevented approval in one program may
carry little weight in another, and only human reviewers can make that distinction.

Practical Guardrails

As drug developers begin using Al to analyze CRLs to guide drug development and
regulatory submissions, the brand of tool or the algorithm under the hood will not be
the most important aspect. Rather they should understand how the process is run, what
records are kept of the analyses, and how people remain accountable for the judgments
made based on the analytics. Three areas are likely to draw attention:

1. Validation and traceability

Models used to classify or cluster CRLs should be shown to work consistently. Sponsors
need to keep records of how the tool was trained or tuned, how its performance was
checked, and how outputs can be traced back to the original letters.
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2. Human oversight

Al can help structure information, but it cannot decide which findings matter. It will
be important that qualified staff review the outputs, apply their own judgment, and
document their reasoning.

3. Documentation

Processes have to be written down and followed the same way each time. That includes
how often CRLs are reviewed, how the tool is applied, how outputs are stored, and how
final decisions are reached.

These points are not new regulatory considerations; they are the same questions sponsors
should already ask of any process that shapes regulatory and submission strategy. What
changes with Al is simply the ability to use technology that is embedded in a controlled,
reviewable workflow, rather than used ad hoc.

Conclusion

The publication of Complete Response Letters has turned what was once private feedback
into a public body of regulatory knowledge. Hundreds of letters are now searchable,

and new ones will be released as they are issued. The challenge is not the absence of
information, but the volume and the unstructured form it takes.

Al methods make it possible to work with this documentation at scale. Classification,
entity recognition, and clustering can organize the text into usable categories and highlight
recurring issues. What they cannot do is replace the need for human interpretation. An
issue that blocks one application may not apply in another, and only qualified reviewers
can make that distinction.

For sponsors, the practical expectation is straightforward. This will not ensure whether
every possible risk has been identified and reduced, but whether they can be sure that
the public record was reviewed in a systematic way and that its lessons were considered
in planning. Informing regulatory strategy will depend less on the choice of algorithm
and more on implementation of clear processes, documented oversight, and defensible

decisions.
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